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ABSTRACT: We perform a large scale benchmark of machine
learning methods for the prediction of the thermodynamic
stability of solids. We start by constructing a data set that
comprises density functional theory calculations of around
250000 cubic perovskite systems. This includes all possible
perovskite and antiperovskite crystals that can be generated
with elements from hydrogen to bismuth, excluding rare gases
and lanthanides. Incidentally, these calculations already reveal a
large number of systems (around 500) that are thermodynami-
cally stable but that are not present in crystal structure
databases. Moreover, some of these phases have unconventional compositions and define completely new families of perovskites.
This data set is then used to train and test a series of machine learning algorithms to predict the energy distance to the convex
hull of stability. In particular, we study the performance of ridge regression, random forests, extremely randomized trees
(including adaptive boosting), and neural networks. We find that extremely randomized trees give the smallest mean absolute
error of the distance to the convex hull (121 meV/atom) in the test set of 230000 perovskites, after being trained in 20000
samples. Surprisingly, the machine already works if we give it as sole input features the group and row in the periodic table of the
three elements composing the perovskite. Moreover, we find that the prediction accuracy is not uniform across the periodic table,
being worse for first-row elements and elements forming magnetic compounds. Our results suggest that machine learning can be
used to speed up considerably (by at least a factor of 5) high-throughput DFT calculations, by restricting the space of relevant
chemical compositions without degradation of the accuracy.

1. INTRODUCTION

In recent years there has been an increasing interest in the
application of machine learning methods1 to the fields of
theoretical chemistry and solid-state physics. This was in part
fueled by unparalleled advancements in other computational
fields. In fact, machine learning techniques have now
superhuman abilities (i.e., they perform better than an average
human) in face recognition,2,3 image geolocalization,4 driving
cars,5 or even playing Go.6

Machine learning has already had a considerable success in
the prediction of the properties of molecules7,8 or polymers9

and of dielectric properties,10 in optimization of transition
states,11 and in creation of pair potentials for use in molecular
dynamics simulations,12,13 etc. For solids, one can also find
applications to the determination of band gaps,14−16 or to
predict the stability of new compounds.17−19 Also a
considerable amount of work was performed to define
requirements for suitable descriptors20 or to find the best
representation of a unit cell to be used as an input to machine
learning algorithms.21,22

In this Article we will be concerned with solids and, in
particular, with their stability and the prediction of new crystal
phases. In this context, the most important material property is
the free energy. This quantity determines, by itself, if a certain
structure is thermodynamically stable or if it should decompose
into other phases. This is particularly important in the new
fields of high-throughput and accelerated materials design.23 In
these fields, one usually uses efficient and accurate numerical
methods, such as density-functional theory (DFT), to identify
promising compounds for technological applications. This
approach has been applied, e.g., to battery materials,24

superhard materials,25 transparent conducting oxides,26,27

perovskites,28 organic polymers, dielectrics29 and hard mag-
nets,30 to name just a few examples.
At this point there are still a series of open questions. For

example, can machine learning methods be used to further
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accelerate the discovery of new materials, and by what margin?
Which algorithms are better adapted to this task? What
precision can we expect, and what is the typical size of the
required training sets?
The only way to answer these questions convincingly is to

perform large scale real-world benchmarks. Unfortunately, the
amount of existing experimental data concerning energetics is
rather limited (for the needs of machine learning), and it is
often scattered, inconsistent, and difficult to obtain. To
circumvent this problem, we decided therefore to develop an
extensive synthetic benchmark. We used a rather common
ternary stoichiometry (ABX3) and a fixed crystal structure
(cubic perovskite). By varying A, B, and X, and performing
DFT calculations for every combination, we obtained a set of
250000 well-converged data points. This is one of the largest
sets of DFT calculations for a fixed structure ever studied.
There are several reasons why we chose perovskites. These

form a class of materials with the general formula ABX3, where
A is a 12-fold coordinated cation, B is an octahedrally
coordinated cation, and X is an anion. They crystallize in a
cubic crystal structure (see Figure 1) that is able to

accommodate a large number of possible A, B, and X, with
different oxidation states and sizes. Perovskites can occur
naturally as a mineral (such as CaTiO3), as well as synthetically
fabricated [such as Pb(Ti,Zr)O3]. This large variety also leads
to a wealth of different material properties. In many cases, these
properties are unmatched by any other known material, making
perovskites the key for a variety of technologies essential to our
modern society. A few examples include piezoelectrics, high-k
dielectrics, superconductors, photovoltaic absorbers, and
magnetoelectrics, etc.
This data set was then used to test several standard machine

learning algorithms, namely, ridge regression, random forests,
extremely randomized trees (including adaptive boosting), and
neural networks. We find that extremely randomized trees give
the smallest mean absolute error of the distance to the convex
hull (121 meV/atom) in the test set of 230000 perovskites,
after being trained with 20000 samples. As mentioned before,
here we concentrate on total energies, but the described
procedure is general and can be used to benchmark the
prediction of lattice constants, band gaps, and so on.
Our analysis allows one to conclude that machine learning

can be successfully combined with a learning machine to reduce
the number of compounds to calculate by eliminating all

systems that are safely far enough from the convex hull of
stability.
The rest of this Article is organized as follows. In section 2

we present the details of the high-throughput calculations to
generate the data set. Such a large set allows us, in section 3, to
perform some interesting statistics concerning the physical
properties of perovskites. Machine learning methods are
introduced in section 4, and the results of the benchmark can
be found in section 5. Finally, in section 6 we present our
conclusions and a brief outlook on the future of machine
learning to predict new stable materials.

2. HIGH THROUGHPUT
We start by building all possible ABX3 compounds with a cubic
perovskite structure (space group no. 221) with five atoms in
the unit cell. All elements up to Bi, with the exception of the
noble gases and the lanthanides, are taken into account. This
amounts to 64 elements, leading to 64 × 63 × 62 = 249984
different combinations. We then optimize the lattice constant
and calculate the total energy, which can be done very
efficiently due to the high symmetry of the cubic structure. To
this end, we apply ab initio density-functional theory as
implemented in the computer code VASP.31,32

All parameters were set to guarantee compatibility with the
data available in the materials project database33 and open
quantum materials database.34 Calculations were performed
with spin polarization using the Perdew−Burke−Ernzerhof35
(PBE) exchange-correlation functional, with the exception of
oxides and fluorides containing Co, Cr, Fe, Mn, Mo, Ni, V, and
W, where an on-site Coulomb repulsive interaction U with
values of 3.32, 3.7, 5.3, 3.9, 4,38, 6.2, 3.25, and 6.2 eV,
respectively, was added to correct the d-states. We used the
PAW36 data sets of version 5.2 with a cutoff of 520 eV and Γ-
centered k-point grids, as dense as required to ensure an
accuracy of 2 meV/atom in the total energy. All forces were
converged to better than 0.005 eV/Å.
From the 249984 systems we managed to obtain results for

249654, while the remaining 330 (0.13%) failed to converge in
spite of our efforts. A more careful look indicates that these are
often highly unstable phases, which are consistently predicted
at a large distance from the convex hull by the machine learning
algorithm and which are therefore irrelevant for our analysis. A
final remark on Cs: it turns out that its pseudopotential of
version 5.2 of VASP leads often to numerical problems with spin-
polarized calculations. In these cases, and as an ultimate
measure to circumvent the low quality of this pseudopotential,
we resorted to spin-unpolarized calculations.
We worked always at zero temperature and pressure, and we

neglected the effects of the zero-point motion of the phonons
(that are expected to be negligible for these ternaries that are
unlikely to contain only light atoms, as we will discuss later). In
this case, the free energy is simply given by the total energy of
the system. With this quantity we can then evaluate the convex
hull of stability and therefore the energy distance of a
compound to the convex hull, which gives us a direct measure
of its (in)stability. The convex hull is a (hyper)surface of the
formation energy as a function of the chemical composition
that passes through all lowest energy phases that are
“thermodynamically stable”, i.e., that do not decompose (in a
possibly infinite time) into other phases. In other words, a
material is thermodynamically stable if its free energy is lower
than the free energy of all possible decomposition channels,
including not only elementary substances but also other

Figure 1. Perovskite structure with the 12-fold coordinated 1a (A
atom in green) site and the octahedrally coordinated 1b site (B atom
in blue). The X atoms in the 3d Wyckoff position are in red.
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possible binary, ternary, and so on (reservoir) compounds. We
emphasize that the energy distance to the convex hull gives us a
much better measure of stability than, e.g., the cohesive energy
that only takes into account the possible decomposition into
elementary substances.
To evaluate the convex hull, one needs the total energy of all

possible reservoir compounds. Fortunately, this information is
already available in excellent public databases, such as the
materials project,33 open quantum materials database,34 and the
ab initio electronic structure library AFLOWLIB.37 We chose to
use the materials project database for our reference energies
and to determine the distances to the convex hull of stability
with PYMATGEN.38 The materials project database includes most
of the experimentally known inorganic crystals that are present
in the ICSD database39,40 and an increasing number of
theoretically predicted phases.
As we will see in the following, we will be performing

regression using machine learning. As such, and to have a
smoother function to predict, we decided to intentionally
exclude all compositions of the type ABX3 to construct the
convex hull. Therefore, “stable” cubic perovskite ABX3
compounds will appear as having a negative energy distance
to the convex hull. The larger (in magnitude) negative distance,
the more energy will be required for the compound to
decompose.

3. DATA SET
In Figure 2 we look at the energy distance to the convex hull
for the materials of composition ABX3 present in ICSD that

were calculated in the Materials Project. Note that this contains
not only perovskites but also all other known crystal structures
for this composition, in a total of 736 different stoichiometries
and 1616 materials.
Figure 2 helps us to estimate the reliability of our

calculations, and more specifically the fraction of false negatives
that we have to account for. As expected a large majority of
materials turns out to have a negative or small positive energy
distance to the convex hull within the PBE approximation. We
find 436 materials (59%) with negative distances to the convex
hull; considering distances below 25 meV/atom we count 561
compounds (76%), while 626 have a distance below 50 meV
(85%). To have 95% of all structures present in ICSD, we have
to go to around 150 meV above the hull.

At this point we need to clarify a few points: (i) It is
sometimes possible to experimentally synthesize a material with
a positive distance to the hull, as it can be stabilized by
vacancies, defects, and temperature, etc. (ii) We could find
some obvious errors in several database entries that translate
into large distances to the hull, deteriorating the statistics. For
example, for the perovskite compounds ScCIr3, AuNV3,
InCMn3, PbNCa3, and SnNCa3, the A and B atoms seem to
be interchanged in the database. (iii) Many of the database
compounds with large distances to the convex hull are actually
not perovskites, such as NOK3, InPF3, and CPF3, etc. This
means that the numbers that we have presented above are a
pessimistic picture of reality.
In Figure 3 we plot the histogram of the energy distances to

the convex hull for all ≈250000 cubic perovskite structures

from our high-throughput study. The distribution is very
smooth, with no clear boundary between stable and unstable
compounds. The curve can be fitted with a skew normal
distribution given by

σ π
α= +− { }f x

N
x( )

2
2

e
1
2

[1 erf( / 2.0 )]x /22

(1)

where N is the number of structures, x = (Ehull − E0)/σ, E0 =
0.351 ± 0.005 eV/atom, σ = 1.206 ± 0.009 eV/atom, and α =
3.8 ± 0.1. We do not have any theoretical justification for the
use of this curve, but we can see that such a simple form is able
to reproduce quite well the data (see Figure 3). Note that a log-
normal distribution can also fit equally well the data. From the
figure it is clear that there are less stable compounds than those
predicted by a Gaussian tail, even if the tail for large energies
seems to decay slower than the fitting function.
The number of compounds increases very rapidly with the

energy distance to the convex hull. There are 641 formally
stable compounds within our theoretical framework (i.e., with
Ehull ≤ 0), while there are 699 below 5 meV/atom, 1015 below
25 meV/atom, 1512 below 50 meV/atom, and 2923 below 100
meV/atom. We will define as “stable”, from now on, all
compounds with an energy distance from the convex hull Ehull
smaller than 5 meV/atom.
In Figure 4 we represent the number of stable structures for

every element in the 1a, 1b, and 3d positions. There are some
obvious trends in the plots. In the position 1a we find that the
most favorable elements are Cs and Tl, with the probability of
finding stable perovskites decaying slowly as we move from
these elements. Very few stable systems are found with non-

Figure 2. Histogram of the distribution of Ehull for all the structures
contained in the materials project database with an ICSD number. The
bin size is 25 meV/atom.

Figure 3. Histogram of the distribution of Ehull for all ≈250000 cubic
perovskite structures. The bin size is 25 meV/atom.
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metals, transition metals, or light elements in this position.
Position 1b, on the other hand, favors light elements such as H,
B, C, N, and O, although a number of transition metals
(especially around Rh) can also be found to stabilize the
perovskite structure. Finally, for position 3d the situation is
more complicated. On the right side of the periodic table we
see that stability increases as we go to the upper right, with a
trend that follows essentially increasing electronegativity. On
the left side, both hydrogen and metals around Sc form several
stable perovskites. Finally there is an island of stability for
transition metals of the group VIIIB.
From Figure 4 we can also see that there is an enormous

amount of new inverted perovskite systems, i.e., systems with a
metal in the 3d Wyckoff position, not present in the materials
project database. For example, for Sc we find 36 new phases

(out of 45), for Y we find 30 new phases (out of 26), and for La
62 (out of 67), etc. Furthermore, we discover several new
“exotic” stable perovskite families, for which no experimental
system was found in the databases. This is true for Be, Mg, Zr,
Hf, V, Zn, and Ga, etc.
A final word regarding the so-called inter-metallic perov-

skites. This term is usually used for non-oxide systems, and in
particular borides and carbides41 (such as MgCNi3, GaCMn3,
ZnCMn3, and SnCMn3, etc.). These are very interesting
materials, as they exhibit superconductivity42,43 and magnet-
ism,44,45 and they can be used to strengthen aluminum-alloyed
steels.46 We do find a large number of new carbide perovskites
(51 systems), such as SbCSc3, AuCTi3, LiCNi3, and SnCLa3,
etc. Moreover, we find a series of other new truly inter-metallic

Figure 4. Periodic tables showing the stable (Ehull < 5 meV/atom) structures for every element A, B, and X, respectively, in the 1a, 1b, and 3d
positions. The numbers in parentheses below each symbol represent the total number of new stable structures (i.e., that are not already present in
the materials project database) and the total number of stable structures.
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systems not containing boron or carbon, such as LaBeGe3,
GeReGa3, BaIrZn3, and SrRhCa3, etc.
In Figure 5 we show a histogram of the formation energy.

This curve is centered at 0.81 eV, has a standard deviation of

0.65 eV, and is also slightly skewed toward higher energies. It is
also clear that a large majority of the compositions has a
positive formation energy; i.e., the corresponding perovskites
are unstable toward decomposition into elementary substances.
Up to recently, the formation energy was used extensively in
the literature to study the stability of compounds. Comparing
the results in Figure 5 with Figure 3, we immediately realize
that this is a dangerous approach. In fact, there are 35028
materials with Eform < 0, while there are only 641 with a
negative energy distance to the convex hull. The difference
amounts to the number of materials that do not decompose to
elementary substances, but to binary or other ternary
compositions.
In Figure 6 we plot the distribution of minimum (indirect or

direct) band gaps. Note that these band gaps are calculated with

the PBE approximation to the exchange-correlation functional
and are therefore considerably underestimated. Moreover,
around half of all compounds are necessarily metallic as they
have an odd number of electrons in the primitive five-atom
cubic cell. Despite these limitations, it is possible to extract
some trends from these results. The first thing we notice is that
there is a very small number of semiconducting systems. Only
3340 have a nonzero gap, and from these only 1562 have a gap

larger than 0.5 eV. We naively expected that the curve of Figure
6 would decay exponentially, but in reality the distribution of
gaps has a rather fat tail. It can be very well described by a two-
parameter Weibull distribution of the form

=
−

−⎜ ⎟⎛
⎝

⎞
⎠w x N

k
l

x
l

( ) e
k

x l
1

( / )k

(2)

where N = 749 ± 10 is a normalization parameter and k = l =
0.65 ± 0.01. Of course we presume that these parameters will
change if the experimental gap, or a more accurate prediction of
the gap, could be plotted instead of the PBE gap. If this
behavior is specific to the perovskite system, or is a universal
phenomenon across different crystal structures, remains at the
moment an open question.
We also looked at the relationship between band gap and

stability. It is well-known for molecules that the presence of a
large gap between the highest occupied state and the lowest
unoccupied state is usually associated with stability. In fact, one
expects that molecules with small gaps distort through a Jahn−
Teller mechanism to give more stable structures with larger
gaps.47 This observation eventually led to the definition of the
maximum hardness principle,48 which states that a system will
stabilize by maximizing its chemical hardness (a quantity
directly related to the gap). This effect has also been studied for
solids,49 although the distortion route is often frustrated in
solids (metals do exist experimentally!).
In our calculation we fixed the crystal symmetry to the cubic

perovskite structure, so no distortion is allowed. However, we
can see that there is still a clear correlation between the size of
the band gap and the stability. In Figure 7 we show a scatter

plot of the band gap versus energy distance to the convex hull.
We observe that the systems with the largest gaps are
significantly more likely to have negative or smaller positive
distances to the convex hull of stability.
We plot in Figure 8 the number of valence electrons for all

the structures studied here and for the stable perovskites (Ehull
< 5 meV/atom). The double-peak structure in the blue
histogram is due to the fact that we did not include lanthanides
in our study. We can find stable perovskites in a large range of
number of valence electrons, from the six valence electrons of
BaLiH3, SrLiH3, and KMgH3 to the 48 of BaPtZn3. This is in
striking contrast with half-Heusler ABX compounds, where
nearly all stable materials have either eight or 18 valence

Figure 5. Histogram of the distribution of Eform for all ≈250000 cubic
perovskite structures. The bin size is 25 meV/atom.

Figure 6. Histogram of the distribution of the minimum band gap for
all ≈250000 cubic perovskite structures. The bin size is 25 meV/atom.

Figure 7. Scatter plot of the band gap versus energy distance to the
convex hull of stability. Each point corresponds to a semiconducting
phase.
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electrons.50 We also do not find a marked difference between
odd and even numbers of electrons.
To conclude our preliminary analysis of our set of DFT

calculations, in Figure 9 we show the distribution of the PBE

optimized lattice constant for all structures or only for the
stable structures. For our chosen set of elements, the average
perovskite structure has a lattice parameter a = 4.89 pm ± 0.01
Å, with a standard deviation of σ = 0.60 ± 0.01 Å. The stable
perovskites do not follow the same distribution, tending clearly
to smaller lattice constants. This can be easily understood if we
keep in mind the marked preference for light elements in the
Wyckoff 1b position (see Figure 4).
Finally, we remark that within our set of stable cubic

perovskites we find 97 compounds with a nonzero magnetic
moment. The maximum magnetic moment is 8.9 Bohr
magnetons per unit formula for GaHMn3, but we can find
several other manganites and cobaltites with rather large
magnetic moments (>5 Bohr magnetons). Among the magnetic
systems we find 21 with Mn, 11 with Fe, 14 with Co, 10 with
Ni, and 3 with Cr.
The crystal structure of all stable perovskites will be

distributed through the Materials Project database,33 while
the whole data set of cubic perovskites will be available in the
NOMAD Repository.51

4. MACHINE LEARNING METHODS
In this section, we give a very brief description of the machine
learning algorithms that we used to predict the stability of the

cubic perovskite systems. We note that by deciding on a specific
machine learning algorithm, one determines the model the
computer uses. More sophisticated models may allow for better
predictions, but usually require more data for their training.
Our problem falls into the category of supervised learning.

We could decide to handle it in two different ways: (i) as a
classification problem, where the machine should simply
predict if a compound is stable (1) or not (0), or (ii) as a
regression problem, where the machine predicts the energy
distance to the hull. We experimented with both but could not
find any advantage in using classification algorithms. Moreover,
the actual value of Ehull has a physical meaning that can be used
in the interpretation of the results, so it is advantageous to use a
method that returns it. Therefore, in the following we restrict
our discussion to regression.
Given a set of N training samples of the form {(x1, y1), ...,

(xN, yN)} such that xi is the input feature vector (also called
descriptor) of the ith element and yi is its distance to the convex
hull Ehull, the selected learning algorithm must seek the function
y(xi) that best fits the data. In order to measure how well a
function fits the training data, a loss function is defined and
minimized.

4.1. Ridge Regression. The standard approach for linear
regression is finding a ridge regression estimate vector β that
minimizes the squared error loss function β= ∑ −y x( )i i i

T 2.
Unfortunately, this method has several disadvantages. If the
features are correlated, the solution has a high variance, and if
they are linearly dependent, the normal equation has no
solution. In order to counteract this behavior, and to favor one
particular solution, one can include a regularization term in the
loss function. This method is called Tikhonov regularization or
ridge regression. We chose the Tikhonov matrix Γ as Γ = λI
(also known as L2 regularization), leading to

∑ ∑β λ β= − +y x( )
i

i i
j

j
T 2 2

(3)

This favors solutions with a smaller L2 norm.
52

Ridge regression is one of the most straightforward methods
of machine learning, quite robust and very easy to use.
However, the underlying model is rather simple, and therefore
one cannot expect it to be a good predictor. We include it in
our analysis mainly to have a comparison with the other, more
sophisticated methods.

4.2. Decision Trees, Random Forests, And Extremely
Randomized Trees. In broad terms, a decision tree is a graph-
like structure in tree form.53 Classically when searching for the
best logic condition Ci, one uses a metric to determine the
attribute and the splitting point at each node, e.g., the Gini
impurity54 or an information gain.55 Unfortunately, these classic
methods are very prone to overfitting.
Random forests are a method to reduce the variance of

decision trees. A random forest regressor56 is an ensemble of
decision trees {h(xi, Θk), k = 1, ...}. The Θk are independent
random vectors which were used to randomize the tree-
building process. In this implementation of random forests the
random vector Θk is used for bootstrap aggregating57 and
picking random features to split a node. Given a training set,
bootstrap aggregating (also called bagging) generates new
training subsets by picking random samples with replacement
out of the original set, meaning that a sample can be picked
multiple times. Each new set is then used to train an individual
tree. When searching for the best possible split, a random

Figure 8. Histogram of the number of valence electrons for the stable
structures (Ehull < 5 meV/atom).

Figure 9. Histogram of the lattice constant for all and for the stable
structures (Ehull < 5 meV/atom). The width of the bin is 0.1 Å.
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selection of features is chosen at each node. When training a
random forest for regression, one typically picks one-third of
the features. The split is chosen by minimizing the mean
squared error which corresponds to a variance minimization.58

In the end, the result for an input vector xi is the average of all
predictions.
Extremely randomized trees59 is another algorithm to reduce

the variance of decision trees, but it differs in several ways from
random forests. In this work the ExtraTree59 algorithm was
used in its classic version. The ExtraTree algorithm does not
use bootstrap aggregating, but it randomizes the tree growing
process by picking random splitting points. More specifically, at
each node N random attributes ai are selected, and for each of
them a random cut-point ai,c ∈ [aimin, aimax] is drawn. The set of
samples at each node is split into two parts by the binary
condition ai < ai,c, and the Gini impurity (mean squared error
for regressors) is computed to evaluate the splits. Afterward the
split with the best score is chosen. The node splitting process is
repeated until one of the following conditions applies: (i) the
set is smaller than the minimum number of samples per set; (ii)
all samples in the set have the same value for all attributes; (iii)
all samples in the set result in the same output. This procedure
is repeated to produce an ensemble of trees. The output of the
ensemble is set to the mean of the single-tree outputs.
4.3. Neural Networks. In general, neural networks take

inputs and connect them in a nonlinear fashion to calculate an
output. Every neural network consists of at least one input layer
and one output layer. Between those layers can be an arbitrary
number of hidden layers which transform the input values. Each
layer consists of a number of neurons, which can be
represented by a vector ∈ z n, with n being the number of
neurons in the layer. zi represents the ith layer in a neural
network, and zij is the jth neuron in the ith layer with j ∈ {0, 1,
..., ni}.
When one wants to compute the output of a neural network

for a sample, the input layer z0 is set equal to the feature vector
representing the sample. The nj neurons in the ith layer are
connected to the previous layer through activation functions φ

∑φ θ= −z z( )ij i
k

n

jk i k1,

i

(4)

where θjk are a set of weights to be obtained through the
training procedure. The network’s designer decides which
activation functions φi are used.
The original idea behind neural networks was to emulate

networks of biological neurons in a computer. The firing rate of
a biological neuron stays close to zero as long as no input is
received. Once an input is received, the firing rate first rises
quickly and then approaches asymptotically 100%. Classically
normalized sigmoid functions have been the most popular
activation functions because they are a simple way to represent
the firing potential of a biological neuron. All sigmoid functions
fulfill these requirements, but typically the logistic function and
the hyperbolic tangent were used.
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The logistic function has several disadvantages. Since its
gradient is f ′(x) = f(x)[1 − f(x)], which is a vanishing quantity

for f(x) close to 0 or 1, the logistic function becomes very easily
saturated. Once the upper layers of the network are close to
being saturated, they back-propagate near-zero gradients. This
issue is known as the vanishing gradient problem60 and either
can cause slow convergence or result in poor local minima.
Second, the output of sigmoid functions is non-zero-centered
which results in slower convergence. On top of that, the
exponential function is relatively expensive to compute. (There
are however approximations such as the hard sigmoid which
can be used to lower the computational time.) Compared to
the logistic function, the hyperbolic tangent has the advantage
of being zero-centered.61

With the introduction of rectified linear units (ReLU)

φ =x x( ) max(0, )ReLU (6)

many of these problems were solved.62 They are extremely easy
to compute, and as long as x stays positive, they do not saturate,
meaning that their gradient does not approach zero as easily. In
addition, neural networks with ReLU activation functions
converge several times faster than similar networks with
sigmoid functions.62 Besides their output being non-zero-
centered, the other disadvantage of ReLU activation functions
is that they become saturated as soon as x becomes smaller
than or equal to zero. To bypass this problem, one can use
leaky ReLUs63,64 which do not saturate:

φ =x x x( ) max(0.001 , )leaky ReLU (7)

When training a neural network for classification or
regression, the last layer is usually a loss layer which
computes a measure of error for the output of the final layer
zout(xi) by comparing it to the training values yi. In this work,
the loss was computed using a simple square loss function:

∑= −z x y( ( ) )
i

i iout
2

(8)

In order to minimize the loss function, the weight matrices of
the neural networks are trained with back-propagation. When
back-propagating, the partial derivative of the loss function with
respect to the weights is computed. The derivative is computed
by using the chain rule; therefore all activation functions must
be differentiable. Steepest descent or other more sophisticated
methods are used to find the minimum of the loss function.
In order to reduce overfitting during the training process, a

regularization term containing the norm of the weights can be
added to the loss function:

∑λ= | |w
ijk

ijkL1
(9)

This L1 regularization causes the error to be smaller when using
smaller weights, therefore giving preference to simpler
hypothesis.

4.4. Adaptive Boosting. Adaptive boosting (AdaBoost)65

produces ensembles of machines in order to reduce their
variance compared to the single machine. Therefore, it has to
be used in conjunction with another machine learning
algorithm. The boosting algorithm picks a training subset and
uses the main machine learning algorithm to build regressors
(or classifiers). Over the course of the boosting process the
probability of each sample to be picked for training is changed
as a function of the relative errors the regressor produces for
that sample.
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In order to calculate the error, different loss functions can be
used as long as ∈ [0, 1]j , such as65
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where j denotes the machine and i the sample.
Samples with a high relative error have an increased

likelihood of appearing in the training set so more time is
spent training regressors on the difficult samples. After training,
the results of the regressor ensemble are combined to boost the
precision of the cumulative prediction. When combining the
different regressors, the more confident regressors are weighted
more heavily.
In the following AdaBoost as proposed in ref 65, which is in

turn a modification of AdaBoost.R,66 will be explained. In every
step of AdaBoost one regressor is trained on a subset of the
training set. This subset is determined by picking N samples
with replacement randomly out of the original training set.
Initially, each training sample is assigned the same weight wi = 1
and thus the same initial probability

=
∑

p
w

wi
i

i i (11)

of being picked for training. Then a random subset of N
training samples is picked with replacement. These samples are
used to build a regressor yj, which is in turn used to calculate a
prediction yj(xi) for every sample xi in the whole training set.
The average loss

∑=
=

pj

i
i
j

i
1 (12)

is then calculated in order to introduce β:

β =
−1j

j

j (13)

which is a measure of confidence in the predictor, where a low
β corresponds to a confident prediction by the regressor.
After calculating β the weights wi are updated as

β= −w wi i j
new [1 ]i

j
. When the prediction is accurate, the weight

of the sample is reduced. A small loss i
j will also reduce the

weight of the sample thus reducing the probability of the
sample being picked again.
The combined prediction y(xi) of the boosted regressors for

an input xi is found by calculating a weighted median. For this
all regressors make a prediction yj(xi), which is sorted so that
y1(xi) < y2(xi) < y3(xi) < ... < yN(xi). The indices of the βj are
changed accordingly keeping the connection to the yj(xi) intact.

Every prediction is weighted by
β

log 1

j
, and the weighted median

is calculated so that y(xi) is the smallest yt for which the sum of
the weights of the previous yj are larger than or equal to half the
total weight:

∑ ∑
β β

= ≥
<
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y x y( ) inf : log
1 1

2
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1
i t

j y y j j j: j t (14)

5. BENCHMARK

To perform the benchmarks with the algorithms described in
section 4, we used the implementations from SCIKIT-LEARN67

(for decision trees and boosting), CAFFE
68 (for neural

networks), and our own implementation for ridge regression.
All compounds with an energy distance to the convex hull

smaller than −0.5 eV/atom or larger than 3 eV/atom were
treated as outliers in the DFT calculations and were removed
from the training and the test set. Our data set contains exactly
249692 compounds, of which one sample has a distance to the
convex hull smaller than −0.5 eV/atom and 9642 samples have
a distance to the convex hull larger than 3 eV/atom, thereby
representing 0.00% and 3.86% of the whole data set,
respectively. From the material science point of view, the
compounds above 3 eV are totally uninteresting as they are
highly unstable. On the other hand, the only large negative
distance to the known convex hull of stability, i.e., less than
−0.5 eV, is likely due to an incomplete knowledge of the hull
around that composition. As a result, in order to gain prediction
precision in our simulations, we have decided to remove these
9643 compounds from the data set for training and testing. In
the following, machine learning algorithms were trained using
20000 randomly chosen compounds, while the rest was used
for testing (unless stated otherwise). In order to measure the
quality of the regressors, the mean absolute error (MAE) of the
test set was used.
We used as an input for our machines a maximum of 119

input features ranging from basic atomic information to
physical properties of the elementary substance. More
specifically, we used for every element the number of valence
electrons; the empirical value of the atomic number; Pauling
electronegativity and the difference of Pauling electronegativ-
ities; maximum and minimum oxidation states; all common
oxidation states; atomic mass; atomic radius; average ionic
radius; all ionic radii of the most common ions; period, group,
and block in the periodic table; molar volume; melting point;
boiling point; polarizability; first ionization energy; and the
number of valence s, p, and d electrons. Most of this
information was collected using the python library PYMATGEN,38

with the exception of the polarizability69 and the ionization
energies.70 Of course, properties such as the number of valence
electrons, the atomic size, or the electronegativity have been
already used to model perovskites (see, e.g., the Goldschmidt’s
tolerance factor used to estimate the compatibility of an ion
with the perovskite structure71) and, more generally, to
understand and predict properties of materials (see, e.g., ref
72 and references therein).

5.1. Feature Importances. Besides choosing the optimal
algorithm, the most important decision when using machine
learning is the selection of the feature vector representing the
problem. Considering the specific task of predicting the energy
distance to the convex hull, the feature vector has to at least
describe uniquely every compound. Our initial set of 119
features contains many closely related, and therefore highly
correlated, properties (e.g., the atomic number and the atomic
mass). It is therefore important to understand which ones are
really relevant for the prediction of the stability of perovskites.
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To test the importance of the features, we used adaptive
boosting with extremely randomized trees (boosted random
forests were also tried with identical results). All the following
MAEs are averaged over 20 training runs with randomly chosen
training and test sets.
The starting selection of features resulted in a MAE of 130

meV/atom for the test and 1.7 meV/atom for the training set.
It might be noted that one can already see the tendency of
decision trees to overfitting even after using AdaBoost and
extremely randomized trees to reduce the variance. In order to
find the least influential features, the attribute feature
importances of the regressor class in SCIKIT-LEARN was used.
This attribute estimates the importance of the features by
calculating out of bag errors. This is done by varying randomly
one attribute for a random subset of the test set, while all other
attributes are kept constant. Then the error of the inputs with
the varied attribute is compared to the errors of the original
inputs. The feature importances are the relative errors
originating from this process.
We then removed the least important feature, retrained the

regressor, and repeated the whole procedure. We found that we
could eliminate most of the features without any noticeable
deterioration of the predictive power. We found the lowest
MAE of 121 meV/atom when using 11 features per element for
a total of 33 features, namely (in no particular order), the
following: (i) atomic number, (ii) Pauling electronegativity,
(iii) most common oxidation state, (iv) average ionic radius,
(v) number of valence electrons, (vi) period in the periodic
table, (vii) group in the periodic table, (viii) ionization energy,
(ix) polarizability, (x) number of s + p valence electrons, and
(xi) number of d or f valence electrons. This is the set of
features we used in the following. The number of input features
can, however, be further decreased without a large increase in
the MAE.
Surprisingly, the location of the elements in the periodic

table is already sufficient to predict the energy distance to the
convex hull with an MAE of 140 meV/atom. By adding the
average ionic radius, the Pauling electronegativity, and the
number of valence electrons, one can decrease the MAE to
around 131 meV/atom. If one tries to use only the number of
valence electrons and the period (MAE, 322 meV/atom) or the
number of valence electrons and the group (MAE, 440 meV/
atom), the MAE rises drastically. We believe this is due to the
fact that the algorithm does not have enough information to
completely distinguish all elements and therefore cannot
identify all unique perovskites. The increase of the MAE
when removing the period is larger than when removing the
group, as the number of valence electrons and the group are
closely related.
5.2. Hyperparameter Optimization. Ridge Regression.

The model used by ridge regression is rather simple; therefore,
it is not surprising to find that the error decreases monotoni-
cally with the number of features used for the fit. This is simply
because every new feature is another coefficient for the linear
regression enabling a more complicated model. The regulariza-
tion parameter λ was also optimized, but it was more or less
irrelevant as long as it was not zero. When λ was set equal to
zero, the matrix was not invertible, showing that at least two
features were linearly dependent. Furthermore, the MAE for
the training set (304.1 ± 1.4 meV/atom) and the test set
(306.0 ± 0.3 meV/atom) are almost the same, showing that
overfitting was not a problem. However, the high MAE of the
training set implies that this is a high-bias problem. This can be

counteracted by using a more complex model, such as a higher
order polynomial regression instead of a linear regression. In
fact, when linear and squared feature terms are used, the MAE
of the test set decreases to 298.9 ± 0.3 meV/atom. However, if
one tries to include terms of higher polynomial order the
regularization parameter λ has to be raised drastically to prevent
the matrix from becoming noninvertible or the error from
diverging. Unfortunately higher polynomial orders do not result
in lower errors. Therefore, in the following, ridge regression
with first and second order polynomial terms is used.

Random Forests and Extremely Randomized Trees. The
most important hyperparameters that have to be fitted for
random forests and extremely randomized trees are the number
of trees in the ensemble and the percentage of features that are
picked randomly to split a node. As expected, the error
decreases with a larger number of trees but does not decrease
significantly when using more than 350 trees. When using
random forest regressors, it is usually recommended to use one-
third of the features to determine the best split at each node.73

We tested this hyperparameter and found that this was also the
optimal split in our case. The final question regards the use of
early stopping criteria. In order to solve this question, the MAE
of the test set was calculated for training runs with different
minimum numbers of samples per leaf. In all cases, early
stopping criteria increased the testing error and were therefore
not used.

Neural Networks. In this case, we used the same input data
as those for the other machines, but the feature vectors were
normalized, meaning that all values were transformed to the
interval [−1, 1]. The energy distance to the convex hull was
normalized to the range [−0.5:0.5]. We always normalized the
training set and then applied the same normalization to the test
set.
The final neural network that was used starts with a data

layer which is a 33-dimensional feature vector (Figure 10). The

data layer is connected to an inner-product layer which
executes a matrix multiplication with a weight matrix W1 ∈
R20×33. The resulting 20-dimensional vector was input into a
leaky ReLU activation function. This process was repeated two
more times (W2 ∈ R64×20, W3 ∈ R7×64). The fourth inner-
product layer combines seven neurons into one value. A
hyperbolic tangent is then used to calculate the energy distance
to the convex hull from this value. We used an hyperbolic
tangent because it is zero-centered and can, therefore, output
both the positive and the negative values needed for the
prediction of the energy distance to the convex hull. The neural
network was trained using a squared error loss function and
stochastic gradient descent.
In order to be able to train optimally the neural network,

several hyperparameters had to be fitted. First, different
learning rates and different numbers of epochs for each

Figure 10. Architecture of the neural network used in this work.
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learning rate were tried out. The learning rate was gradually
reduced from 0.1 to 0.00081. In Figure 11 the learning curve

for the base learning rate 0.1 is plotted. This learning rate is
reduced by a factor of 0.3 after a certain number of epochs. As
one can see, for each learning rate the error converges to a new
smaller level after a relatively small number of epochs and then
oscillates around this level until a new learning rate is
introduced. Once a new learning rate is introduced, the error
decreases drastically. We see convergence at every learning rate
because once the error is small enough the weight changes Δwij
are large, and the gradient constantly changes direction. Our
neural networks were trained using this procedure.
The second hyperparameter is the regularization parameter.

We trained neural networks with 15 different values for λ:

λ = × ∈i0.0005 2 , {0, 1, ..., 14}i (15)

We found that the minimum error for our problem was
achieved for λ = 0.004. Finally, the best value of the momentum
in the stochastic gradient descent used to train the networks
turned out to be 0.95.
Adaptive Boosting. AdaBoost was used with random forests

and extremely randomized trees. In both cases, we tested
whether the hyperparameters should be changed in comparison
to the standalone algorithms without AdaBoost. The number of
trees was reduced to 250 as the MAE converges faster when
using AdaBoost. Of course, the actual number of trees is still
larger because each boosted regressor contains multiple
random forests/extremely randomized trees ensembles. The
percentage of features used to find a split was left unaltered as
the results for AdaBoost are qualitatively equal to the ones of
the standalone algorithms. The same holds true for early
stopping criteria.
5.3. Comparison of the Methods. Table 1 shows the

MAEs and their standard deviations for all machine learning
models averaged over 20 training and testing runs with random
training and testing sets. The hyperparameters of the
algorithms were all set according to the results of section 5.2.
As expected, ridge regression produces by far the worst
predictions, as its underlying model is just not complex enough
to fit Ehull. Neural networks yield a considerably better result,
almost as good as decision tree algorithms. It is clear that neural
networks are capable of the most complex models; however, it
is also known that it is rather hard (and time-consuming) to
find the optimal network configuration and to train it. It is also
very likely that neural networks, such as the handful of different

topologies that we experimented with, would benefit from
considerably larger training sets. It is therefore not surprising
that these methods failed to perform as well as the much more
straightforward decision trees.
When comparing the decision tree algorithms, we see that

extremely randomized tree ensembles perform consistently
better than random forests. The former method is favored due
to the high-variance nature of the problem, as randomized tree
ensembles are better in reducing this quantity59 than random
forests. Introducing adaptive boosting decreases the MAE of
the random forests by around 10%, while not bringing any
improvements for extremely randomized trees. This implies
that further variance reduction measures will most likely not
bring any more improvements for extremely randomized trees.
We emphasize that we are trying to reproduce DFT energies

and not experimental ones (due to the lack of available
experimental data as discussed before). However, if we assume
that they both follow essentially the same statistical distribution,
we can try to extract a few comparisons between the methods.
The usually cited error for the cohesive energies calculated with
the Perdew−Burke−Ernzerhof approximation is around 250
meV/atom.74,75 This error can be reduced by a factor of 2−3 by
using other functionals which are more adapted to the
calculation of cohesive energies.74,76 There are few works in
the literature that deal with the accuracy of density-functional
theory in calculating formation energies and therefore the
energy distance to the convex hull of stability,77 but we can
safely assume that the error can in this case decrease by a
certain margin. Comparing with the error of ≈120 meV that we
found in this work, we can safely conclude that extremely
randomized trees yield an average error that is perfectly in line
with the best DFT approaches for a small fraction of the
computational effort. Moreover, this error can be easily
decreased simply by increasing the size of the training set, as
we will see in the following section.

5.4. Analysis of the Errors. Besides the choice of the
algorithm, machine learning predictions depend dramatically on
the size and the quality of the training set. It is obviously
important to verify how the error in the prediction of Ehull
evolves with the size of the training set. In order to obtain this
information, we trained extremely random trees with the
increasing size of the training set (from 1000 to 50000
samples). The machines were then tested on another 180000
samples. The results can be found in Figure 12. Obviously, the
MAE decreases monotonically with the size of the training set,
following a curve that decays with a power of the size of the
training set, namely, MAE = a × size−b with a = 2286 ± 40
meV/atom and b = 0.297 ± 0.002. This means that doubling
the training set only decreases the error by around 20%.

Figure 11. Euclidean loss plotted versus the number of epochs for a
base learning rate of 0.1 which is gradually reduced by a factor of 0.3.

Table 1. MAEs and Standard Deviations (meV/atom) for All
Tested Machine Learning Models Averaged over 20
Training and Testing Runs, Sorted from Largest to Smallest
Error

MAE machine learning model

298.9 ± 0.3 ridge regression
155.5 ± 4.8 neural network
140.0 ± 0.6 random forests
126.6 ± 1.0 AdaBoost/random forests
123.1 ± 0.8 extremely randomized trees
121.3 ± 0.8 AdaBoost/extremely randomized trees
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To compare the different methods, we used what we can call
a moderate size of 20000 samples. From Figure 12 we can infer
that this number is a rather good compromise between the size
of the training data and the computer time required to generate
it. We note, however, that this is true for (i) a ternary
compound with (ii) a fixed (perovskite) structure. We can
obviously expect that the size of the training set required to
obtain a certain MAE will increase with the number of different
elements in the unit cell and the structural variety. Much more
data are, however, required in order to verify how rapid this
increase would be.
We can take our analysis a step further and study how each

individual element of the periodic table contributes to the error.
It is well-known that there are regions of the periodic table
where the properties of the elements vary in a rather smooth
and predictable way, while there are other elements that behave
in more unique manners. To display this information, we
averaged the error in the prediction of Ehull for all systems
containing a certain element. The results are depicted in Figure
13. We note that these results are qualitatively similar for
random forests with AdaBoost.
From Figure 13 it is clear that the compounds containing

elements of the first row of the periodic table have a rather large
error that increases with increasing electronegativity. We
believe that this error is related to the so-called “first-row
anomaly”: the properties of Li through Ne are significantly
different from the other elements in the respective groups,78

and are therefore more difficult to predict. Perhaps counter-
intuitively, it is rather the heavy elements which behave in an

easily predictive way, and not the more familiar elements of the
first row.79

Also chromium and manganese have a MAE which is
significantly higher than the average MAE. This is probably
related to the fact that these elements often form complicated
magnetic structures, whose subtleties were difficult to capture
by our machines. Finally we find that cesium also exhibits a
rather large error. In principle, from the chemical point of view
there is nothing strange with cesium, being only a larger version
of rubidium and potassium. To find the source of the
considerable error, one has to look, in our opinion, to the
numerical setup used in the high-throughput search. As we
mentioned before, the pseudopotential for cesium in version
5.2 of VASP has several problems, often leading to crashes and
difficult convergence. We are therefore convinced that this
error is simply due to the low quality of the pseudopotential.

6. CONCLUSIONS

In this Article we performed an extensive benchmark of
machine learning methods for the prediction of energetics of
inorganic solid-state phases. To have a fully unbiased
assessment, and to circumvent the lack of extensive
experimental data, we started by developing a synthetic
benchmark. This consisted of all possible compounds with
ABX3 stoichiometry in the cubic perovskite structure. We took
into account a large portion of the periodic table (64 elements),
amounting to almost 250000 systems including both standard
and inverted perovskites. The equilibrium geometry and energy
of these solid phases were then evaluated using density-
functional theory. From the total energy we then obtained the
cohesive energy and the energy distance to the convex hull of
stability. We believe that the existence of such a large,
consistent data set is already an interesting development in
itself as it allowed us (i) to perform an interesting statistical
analysis of the data and (ii) to perform a direct comparison of
regression methods in a controlled environment. As such, and
in order to stimulate research in these methods, the full data set
will be made freely available.80

Then we used these data to benchmark different machine
learning methods, namely, ridge regression, neural networks,
random forest, and extremely randomized trees. The most
accurate method turns out to be extremely randomized trees,
followed by random forests. Ridge regression yields rather large
errors, mainly because it relies on a too simple model for our
problem. Finally, neural networks are very hard to optimize and

Figure 12. MAE (meV/atom) of the test set for AdaBoost used with
extremely random tress plotted against the size of the training set.

Figure 13. MAE (meV/atom) of the test set for AdaBoost used with extremely random tress averaged over all compounds containing each element
of the periodic table. The training set had 20000 samples. The numbers in parentheses are the actual MAE for each element (see text for details).
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to train and would probably require considerably more test data
to fully unleash their potential. We also found that the use of
adaptive boosting helps to improve the random forest
prediction, but it only decreases marginally the error of
extremely randomized trees.
Another interesting aspect regards the feature vector

necessary to perform the prediction of Ehull. Tens, if not
hundreds, of properties of the elements and of their elementary
substances are readily available to be used as input for the
machines. However, our calculations indicate that two numbers,
namely, the period and the group of the element in the periodic
table, are by far the most important features (yielding an error
of ≈140 meV/atom for a training set of 20000 samples).
Adding nine extra properties, we can reach an error of 121
meV/atom. In some sense, the machine seems to be able to
reconstruct most other properties from the simple position of
the elements in the periodic table, rendering their explicit
inclusion redundant.
Finally, we studied how the error decreases with the size of

the training set. To reach an average precision of 130−100
meV/atom, one requires around 20000−30000 training
samples. Unfortunately, the error decreases slowly for larger
sets. Furthermore, this error is considerably larger if the
compound includes elements from the first row (very likely due
to the so-called first-row anomaly in chemistry) or a few
transition metals (that often yield complicated magnetic
structures).
From these numbers we can propose how machine learning

methods can be reliably used to accelerate DFT-based high-
throughput studies. As an example, we again use the case of
perovskites. One could (i) perform a DFT calculation of
around 20000 cubic perovskites with random compositions, (ii)
train a regressor using extremely random trees, (iii) use this
regressor to predict the energy distance to the hull of the
remaining ≈230000 possible compounds without performing
on them explicit DFT calculations, (iv) remove all systems that
lie higher than a certain cutoff energy form the hull (for
example, putting the cutoff at 700 meV/atom allows us to
recover 99.4% of all systems that are stable within DFT), and
(v) calculate, within DFT, these compounds. In our example,
this amounts to an extra 41000 DFT calculations, leading to a
total saving of computation time of 73%. We can further reduce
the computational effort by allowing for a larger number of false
negatives. In fact, to recover 99% of all stable systems, we can
save 78% of the computational effort, while to recover 95%, we
save 86%.
In view of these encouraging results and thanks to the

understanding gained through their analysis, we are confident
that machine learning techniques will have a bright future in
computational materials science and, in particular, in ab initio
high-throughput initiatives.
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